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Early in their last response Robins and Wasserman state
If the prior W on the functions π(·) and θ(·) is such that
W(π, θ) = W(π)W(θ) then the posterior does not depend
on π and the posterior for ψ will not concentrate around the
true value of ψ. Again, we believe we all agree on this point.

Actually, we don’t and shouldn’t agree on this. I think I can show that we
all disagree with this point. Because I had been focused on the case where
X is not observed I had not realized that when X is observed, and the
prior makes the conditional distribution of the θ() function not depend
on π(), then ignoring the part of the likelihood that involves π is correct
and likelihood methods give correct answers. It is possible that Robins
and Wasserman realize that in their example likelihood methods do work
well, even though W(θ(), π()) = W(θ)W(π) and naive non-likelihood
methods would suffer from selection bias, but since it is easy to get a
different impression from what they wrote, going through the example
may be worthwhile.

Let’s take an even simpler version of the example Wasserman and Robins
use in this last post. θ() is a linear function αθX of a random variable X
that is uniformly distributed on [0, 1]. We simplify the assumption on π()
to assert that it is just another linear function of X, απX, with απ also uni-
form on [0,1]. Before we see any data or get our information about π, απ

and αθ are independent. Then, before we need to conduct inference, we
find the value of απ. Since απ and αθ were independent in our joint prior
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on them, discovering απ leaves us with the same uniform marginal prior
on αθ as before. (I believe Robins and Wasserman restrict απ to [0, .9] and
make π(x) = .1 + απx in order to preserve the assumption, which some
of their frequentist estimators require, that there is some δ > 0 such that
π is known a priori not to be within δ of 1 or 0. But this makes the algebra
more complicated, and likelihood based methods here do not require the
somewhat artificial assumption.)

This setup implies there is indeed selection bias in the sense that Robins
and Wasserman use that term. Cov(π(X), θ(X)) = αθαπ/6 > 0, so esti-
mating ψ as the fraction of Y = 1 observations in the observed subsample
gives the wrong answer. But another interpretation of the presence of se-
lection bias, which I guess is what I had in mind, is that selection bias is
present if tossing out the R = 0 observations and using the posterior den-
sity for the unknown parameters calculated from the observed-Y sample
alone as if there were no sample selection gives incorrect answers. In this
simple example, a Bayesian posterior converges nicely to the true value
of the parameter, and it does correctly involve ignoring the part of the
sample where Y was not observed. It is correct to ignore the data where
Y is unobserved because π(X) is redundant information once we have
observed X. We get posteriors converging to the true parameter value
because we specified a prior that did not make the parameter of interest
a priori known with certainty or near-certainty. Here ψ = αθ/2 and our
prior makes clear we are uncertain about αθ.

So let’s verify that the posterior concentrates nicely on the true value of
αθ in this example. The likelihood, which is proportional to the posterior
pdf on αθ because of the uniform distribution assumptions, is

αN11
θ ∏

S11

Xi ∏
S10

(1 − αθXi)α
N11+N10
π ∏

S11∪S10

Xi ∏
S0

(1 − απXi) , (1)

where S10 is the set of i values for which R = 1 and Y = 0, S11 is the
set of i values for which R = 1 and Y = 1, S0 is the set of i values for
which R = 0, and N11 and N10 are the number of i values in S11 and S10,
respectively. It is easily seen that when we normalize the likelihood to
integrate to one, so it is the posterior, all the terms involving απ drop out.

The terms in the log likelihood that depend on αθ are

N11 log αθ + ∑
S10

log(1 − αθXi) . (2)
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The first order condition for a maximum of the log likelihood is

N11

αθ
= ∑

S10

Xi

1 − αθXi
. (3)

Denote by α∗θ the “true value” of αθ that is generating the data. The right-
hand side of (3) is the sum of i.i.d. random variables of bounded range.
In large samples, for a given αθ value, if we divide by N10 + N11, it will be
close to

N10

N10 + N11
E
[

Xi

1 − αθXi
| R = 1, Y = 0

]
. (4)

The conditional density of Xi given Ri = 1 and Yi = 0 is

απXi(1 − α∗θ Xi)

απ

(1
2
−

α∗θ
3
) . (5)

The απ’s in this expression cancel out, but note that the fact that π is
known to be a linear function of X is being used here. The derivation
can be done with an arbitrary π() that is a priori independent of αθ, but
since that involves more notation, I’ll stick to the assumption of linear
π(). The expectation that appears in (4) is the integral∫ 1

0

x(1 − α∗θ x)x(1
2
−

α∗θ
3

)(
1 − αθx

) dx . (6)

Observe that as sample size goes to infinity,

N11

N10 + N11
→ 2

3
α∗θ ,

N10

N11 + N10
→ 1 − 2

3
α∗θ . (7)

The first-order condition for a likelihood maximum in (3), divided by
N11 + N10, therefore converges toward

2α∗θ
3αθ

=

(
1 −

2α∗θ
3

) ∫ 1

0

x(1 − α∗θ x)x(1
2
−

α∗θ
3

)(
1 − αθx

) dx . (8)

When αθ = α∗θ , the two monomials in x cancel out of the integral in (8), so
it is easily evaluated, and the whole right-hand side reduces simply to 2

3 .
Thus the equation is solved at αθ = α∗θ . The integrand on the right-hand-
side of the equation is strictly increasing in αθ, so the entire right-hand-
side is increasing in αθ, while the left-hand-side is strictly decreasing in
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αθ. Thus there is a unique maximum to this limiting first-order-condition,
at the point where αθ = α∗θ .

If any of the participants in this discussion doubt that the posterior
mean or the posterior maximum converges in probability to the true value
here, I can continue this argument to prove consistency and asymptotic
normality in detail, but the arguments would be standard. I could also,
if anyone thinks that the linearity of π() here is special, show how the
unique zero of the limiting first-order condition is at the true value of αθ

for arbitrary π().
Of course what is special about this example is that linearity of θ() is

asserted dogmatically. If this assumption were not true, inference would
not be correct. But we could make θ() a parametric function with finitely
many parameters, e.g. a polynomial with coefficients constrained so that
θ() remains between zero and one, and it would remain true that the pos-
terior would converge to true values of the parameters. With finitely pa-
rameterized θ,this is really a straightforward model, for which it is easy
to set up reasonable Bayesian priors, and for which Bayesian inference
of the most straightforward sort behaves well by frequentist asymptotic
criteria.

More generally, we might, as I originally suggested, use a Bayesian
sieve, generating our prior as a mixture over countably many nested finite-
parameter models for θ() whose union is dense in a reasonably topolo-
gized function space of θ() functions. This kind of setup would be less
tied to strong assumptions on functional form and would by the usual
Bayesian arguments produce consistency for any true θ() that was an el-
ement of one of the finite-parameter spaces in the mixture. It would also
be consistent on a somewhat larger set of true θ()’s. Whether it would
be consistent on a topologically large set (complement of a meager set)
would depend on the details of the topology, the sequence of parameter
spaces, and the weights on the elements of the mixture.

I. INFINITE DIMENSIONALITY

I think probably the arguments Robinson and Wasserman want to make
do depend fundamentally on infinite-dimensionality — that is, on con-
sidering a situation where θ() lies in an infinite-dimensional space and
we want to avoid restricting ourselves to a topologically small subset
of that space in advance. I have an old paper (1971) that argued that
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both Bayesian inference and frequentist inference in infinite-dimensional
space, if they aim at asymptotically accurate confidence statements or
credible sets, necessarily involve imposing assumptions that rule out a
topologically large subset of the space. In Bayesian inference this emerges
from the fact that measures on nicely behaved metric spaces concentrate
on countable unions of compact sets, and such sets are topologically small
subsets of interesting infinite-dimensional spaces. For frequentists, a simi-
lar issue arises from the need to assume “local smoothness” in non-parametric
inference. So I do not contest the claim in the addendum to their last post
that finding an estimator of θ(), with accompanying confidence sets or
credibility sets, that is in some sense asymptotically accurate everywhere
in the parameter space, is very hard, if not impossible.

It is not quite clear in their addendum what the object to be estimated
in this infinite dimensional model is. If it is again EX[θ(X)] with the pdf
of X known, not θ() itself, it may be possible to do better. I’ll try to look at
Robins and Ritov, instead of these simple examples that don’t really make
their point, in a later post.
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