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I. INTRODUCTION

APPENDIX A

I write this in response to a blog post by Wasserman and Robins that
responds to my previous short paper (2007). I urge the reader to look
at that paper, because I thought it was pretty clear, and it seems to me
that once you read it and understand it, the blog post will appear only
to reflect lingering confusion on the part of its authors. But they have
changed the example slightly, and they are smart statisticians who still
don’t seem to understand the example, so it may be worthwhile to go
through the main points again.

Before plunging into details, here are the main points I am making
about the example.

• When the parameter space is large, e.g. a function space or space
of sequences, while we maintain the usual convention that we will
observe a countable sequence of numbers or vectors, useful infer-
ence, whether frequentist or Bayesian, is possible only if we rule
out a topologically large subset of the parameter space. Frequen-
tists do this with “regularity conditions” imposing smoothness,
rapidly decreasing tails, etc. whose impact is sometimes hard to
track in finite samples. Bayesians do this by specifying a prior over
the parameter space. Because the prior inevitably puts probability
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zero on a topologically large set, it cannot be set casually, e.g. by
multiplying together a bunch of reasonable low-dimensional pri-
ors, without risk of inadvertently implying high a priori certainty
about things we actually know little about.

• The original Wasserman textbook example was not careful about
specifying what was the underlying probability space, what were
the random variables observed, and what the likelihood function
and prior were. Surprisingly, this sloppiness persists in the blog
post.

• Once the probability space, observable random variables, and like-
lihood function are properly specified, Bayesian procedures that
should work well are easy to construct. I can assure Wasserman
and Robins that the approaches in my original paper had nothing
to do with “frequentist pursuit”. The more complicated approach
using smoothness priors arose only from trying to make reason-
able choices about a prior on the correct parameter space. I did not
even try to check what regularity conditions would be required to
make it consistent.

• The limited-information estimator I proposed that improves on
simple Horwitz-Thompson was not trying to imitate good frequen-
tist asymptotic properties. It just noted that Horwitz-Thompson
throws away information, yet thereby becomes quite easy to im-
plement. Principled frequentists of course ought to prefer efficient
estimators that do not throw away information, and Bayesians
should also not throw away information lightly. But sometimes
doing so results in easy-to-calculate inference, and that can be use-
ful. The Bayesian approach makes clearer, I think, just what is
being thrown away, and also illustrates easily the inadmissibil-
ity of Horwitz-Thompson. In the original example, Wasserman
wrote, “[The Horwitz-Thomson estimator] cannot be derived from
a Bayesian or likelihood point of view, since it involves the terms
[πj].” (His notation had ξX in place of our πj.) I was just show-
ing that a similarly simple, but slightly improved, information-
wasting estimator could indeed be derived from a likelihood-based
approach, and also underlining, via this simple example, that once
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the likelihood is correctly specified, the conclusion that “likelihood-
based approaches” cannot depend on the observations on πj is
nonsense.

To be specific, let’s start by specifying a probability space Ω and, implic-
itly, a sigma-field of events that make the random variables in the model
measurable functions on it. This is new notation, because the probabil-
ity space is not explicit in the blog post. The blog post has a sequence
{Xi, Ri, Yi} of random variables, and to be explicit we could write, e.g.
Xi(ω) to make it clear that Xi is a function on Ω. There is another ob-
servable random variable that the blog post treats differently: π(Xi(ω)),
which is the probability that Ri = 1 given Xi. We are assumed to know the
function π(). Of course we assume that the functions mapping ω ∈ Ω to
any of the random variables in this setup are known, so πi = π(Xi(ω)) is
an observable random variable, like Yi and Ri (but, in this respect, unlike
Xi). The blog post, unlike the textbook example, has Xi taking values in
a high-dimensional space, but this is a red herring. All that matters, since
Xi is unobservable, is the mapping from Ω to πi.

There is another unobservable random variable in this model, θi =
θ(Xi(ω)). The unknown object of interest is ψ = E[θi], the unconditional
probability that Yi = 1.

Both in the textbook and in the blog post, Wasserman and Robins write
down the conditional distribution of two of the observable random vari-
ables Yi, Ri given the third observable, πi, and call this conditional den-
sity the likelihood, treating the θ() function that appears in it as the only
(infinite-dimensional) unknown parameter. But a likelihood is the joint
density of observables conditional on unobserved parameters, and π is
one of the observables. Conditioning on it is justifiable only if the un-
known parameters of interest are unrelated to the (unknown) distribution
of πi.1 But the whole point of this model is that the distribution of the
observables might depend on π, because the sequences of random vari-
ables {πi} , {θi} might not be independent. If they were independent, the
problem would be trivial, since then one can obtain an efficient estimate
by averaging Yi over the cases where Ri = 1 (i.e., where Yi is observed).

1Of course the function π(x) is assumed known, but we don’t know the probability
distribution of Xi, so we don’t know the distribution of π(Xi) = πi.
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No statistician, Bayesian or not, would start out assuming away the main
reason the model is interesting.

So what does the correct likelihood look like? We can’t specify it yet,
because we don’t have a probability measure over the whole of Ω. A
symptom of this fact is that we have not yet attempted to model potential
dependence between the random variables θi and πi, the essence of the
practical estimation problem. We are going to need additional unknown
parameters to reflect our uncertainty about this joint distribution.

The model is interpreted from the start as implying that all the ran-
dom variables {πi, θi, Ri, Yi, Xi} are jointly i.i.d. across i, conditional on
whatever unknown parameters characterize their joint distribution. In
this sense we are committing to believing that the θi’s are independent
across i. But while we treat the function θ() as an unknown parameter, the
realized, unobserved random variables θi are not the same thing. Even if
we knew θ(), we would not know in advance the θi sequence, because we
would not know the sequence of draws for ωi (and hence Xi). The fact
that we know the {θi} sequence is i.i.d. conditional on unknown parame-
ters does not mean that our prior beliefs about the {θi} sequence make it
i.i.d.

Consider this simple example. We confront a coin flipper who is flip-
ping a coin we believe to be biased, with probability p of coming up
heads. We don’t know p. We are willing to believe that the coin flips
are independent, conditional on p. But our beliefs about the sequence of
heads and tails we will observe are not i.i.d. If we see a lot of heads in
the first few tosses, our beliefs about p will shift upward, so that our dis-
tribution for subsequent tosses is different from the distribution we had
for those same tosses before we saw the initial tosses. This is the simplest
case of an exchangeable distribution — a distribution over a sequence of
random variables that is invariant to changing the order of the variables.
It arises whenever we believe the sequence is i.i.d. conditional on an un-
known random variable (or parameter), but we have a non-degenerate
distribution over that unknown parameter. The original textbook exam-
ple missed this point and postulated a distribution for {θi} that implied
ψ was known with near-certainty before taking any observations, even
suggesting that any Bayesian must have such a prior.
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Let’s suppose there is an unknown conditional density γ(θ | π). Adding
this, and a marginal pdf for π, as infinite-dimensional “parameters” al-
lows us finally to write a correct joint pdf for known and unknown ran-
dom variables conditional on the “parameters” θ() and γ():

N

∏
i=1

(
θ

Yi
i (1 − θi)

1−Yi
)Ri π

Ri
i (1 − πi)

1−Ri γ(θi | πi)q(πi)

What’s happened to Xi, θ(), and π()? They’re redundant, since X matters
for inference only through the joint distribution it implies for πi and θi. If
we have a measure µ on Ω, we can derive from it a joint distribution for
θ(X(ωi)), π(X(ωi)), but since all that matters for inference is the joint pdf
over [0, 1]× [0, 1] of πi and θi, we don’t need to write out the derivation.

Note also that, since the θi’s are unobservable random variables, we
need to integrate them out to get a likelihood, which must be the pdf for
the observables conditional on what we are treating as parameters. We
can integrate out the θi’s one at a time. If we let θ̂(π) be the conditional
mean of θ | π, i.e.

θ̂(π) =
∫

θγ(θ | π) dθ ,

we see that the likelihood with the θi’s integrated out is

∏
i

(
θ̂(πi)

Yi(1 − θ̂)1−Yi
)Ri π

Ri
i (1 − πi)

1−Ri p(πi) . (1)

In other words, the only aspect of the unknown γ pdf that matters for the
pdf of the observables is θ̂(π). This is intuitively reasonable. Luckily, our
parameter of interest depends on γ only through θ̂(), so our parameter of
interest is identifiable from the distribution of observables.

Nonetheless, θ̂() is a function, and we have to treat it as an infinite-
dimensional unknown parameter. I find it most reasonable in such high-
dimensional problems to start with a plausible finite-dimensional para-
metric model, expanding it as necessary to longer parameter vectors if
evidence accumulates that simpler models are not fitting well. This cor-
responds to a Bayesian sieve — specify a prior as a probability measure
over a countable union of finite-dimensional models. Of course a count-
able union of finite-dimensional models is in some sense topologically
“small”, but as I showed in an old paper (1971), any inference on an
infinite-dimensional space that accurately pairs estimates with measures
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of uncertainty will require restricting attention to similarly topologically
small subset of the parameter space.

Here is a natural family of finite-parameter models that I, and I think
most econometricians or statisticians, would regard as likely to include
very good approximations to any actual θ̂ function. We could partition
the [0,1] interval into k sub-intervals and treat θ̂() as a step function, con-
stant on each element of the partition. If k is allowed to be arbitrarily
large, the class of functions approximates any measurable function arbi-
trarily well. For any given j ∈ 1, . . . , k, inference is straightforward: The
likelihood as a function of θ̂j the single value of θ̂(π) that occurs when π

is in the j′th subinterval, is proportional to a Beta(nj + 1, mj + 1), where
nj, mj are the number of R = 1, Y = 1 and R = 1, Y = 0 observations,
respectively, for observed πi’s in the j’th subinterval. If the number of
observations with R = 1 in each subinterval is large, reasonable priors
will have little influence on the posteriors for the θj’s. To calculate ψ, we
need also an estimate of q(), the pdf of π. For this model, all that matters
are the probabilities of the components of the partition, of which there are
just k. Again, if the sample size is large, these probabilities will be very
close to having a Dirichlet(

{
f j
}
) distribution, where f j is the sample fre-

quency of the j’th interval of π values. With a large sample and therefore
locally flat prior, the posterior distribution of ψ can then be calculated an-
alytically, and in a really large sample will be very close to ∑ π̂jθ̂j, where
π̂j = f j/ ∑j f j, and θ̂j very close to nj/(nj + mj).

Of course to carry out the full infinite-dimensional Bayesian sieve pre-
scription, one would have to specify a sequence of probabilities on the
expanding sequence of models as k increases and for each model a prior
on the π̂j’s and the θ̂j’s. These would be used to calculate posterior odds
on models of different sizes, and results could be averaged across them.
In practice, in a given sample the posterior probability usually concen-
trates on a small subset or even just one of the k’s. This is some work,
but careful statisticians generally test their models against generalizations
and expansions in various directions, and that is the same sort of work.

Why take you through all this? Just to point out that a straightforward
Bayesian approach to this model can lead to a sensible conclusion that
uses the observations on πi in making inference, and that in arriving at
this result no pursuit of frequentist properties is involved, only avoidance
of logical errors.
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It is likely that this approach yields an estimator with good frequentist
properties, under some regularity conditions on the smoothness of θ̂()
and on on the asymptotic behavior of the sequence of probability weights
on k’s. But it is clear that its performance will be extremely good, on any
criteria, if θ̂() is in fact a step function. In many applications π is likely
to have a discrete distribution, in which case this approach surely works
well. But without looking at the regularity conditions, it is not hard to see
that it is an approach that makes sense and mimics what many applied
statisticians might actually do in working with such a model.

REFERENCES

SIMS, C. A. (1971): “Distributed Lag Estimation When the Parameter-
Space is Explicitly Infinite-Dimensional,” Annals of Mathematical Statis-
tics, 42(5), 1622–1636.

(2007): “On an Example of Larry Wasser-
man,” Discussion paper, Princeton University,
http://sims.princeton.edu/yftp/WassermanExmpl, http:
//sims.princeton.edu/yftp/WassermanExmpl.

DEPARTMENT OF ECONOMICS, PRINCETON UNIVERSITY

E-mail address: sims@princeton.edu


