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ABSTRACT. Examples where likelihood-based inference inevitably leads to bad
estimators that are clearly worse than estimators that cannot be derived from a
likelihood-based approach are rare, possibly because they do not exist. A recent
textbook contains what is meant to be exactly such an example. More careful con-
sideration shows that the example is one where Bayesian methods work very well
indeed, better than the non-Bayesian method that is proposed in the book. Work-
ing through to this conclusion provides useful insights into the pitfalls of inference
in high-dimensional parameter spaces.

I. THE PROBLEM

In his textbook All of Statistics Wasserman (2004) has an example that he char-
acterizes as showing that, because of their reliance on likelihood, Bayesian ap-
proaches to inference in large parameter spaces are unreliable. We consider first
a more general version of the problem, for which the notation and argument is a
little cleaner.

We observe a sequence of i.i.d. draws (ξi, Ri, Yi), i = 1, . . . , N of a vector of ran-
dom variables (ξ, R, Y). These three random variables are jointly distributed with
another, unobserved, random variable θ, and ξi, Ri, Yi, θi are jointly i.i.d. across i.
The joint distribution is specified as follows.

(1) ξ has a known distribution on [0, 1].
(2) R |(ξ, θ) is 1 with probability ξ and zero with probability 1− ξ.
(3) Y |(ξ, θ, R = 1) is 1 with probability θ, 0 with probability 1− θ.
(4) Y |(ξ, θ, R = 0) is not observed.

We do not know the joint distribution of (ξ, θ), only the marginal for ξ. We are
interested in ψ = E[θ]. The joint pdf of ξi, Ri, Yi, θi is

p(ξi)q(θi | ξi)ξ
Ri
i (1− ξi)1−Ri θ

RiYi
i (1− θi)Ri−RiYi . (1)
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WASSERMAN EXAMPLE 2

What we are trying to estimate is ψ =
∫

θp(ξ)q(θ | ξ) dξ dθ, and the function q(· | ·)
is an inifinite-dimensional unknown parameter.

Wasserman ignores the p and q components of the likelihood. That is, he writes
down the conditional pdf of Yi and RiYi given the random variables ξi and θi and
calls that the likelihood. The fact that the distribution of ξ is assumed known
means that ξ(ω), the function on the underlying space defining ξ j as a random
variable, is known. But this does not make ξi, the value of the random variable for
the i’th observation, a parameter. The only unknown “parameter” here is q(θ | ξ),
the conditional pdf for θ given ξ. Since θi is unobserved, to obtain a pdf for the
observed data we need to integrate the pdf w.r.t. θi.

This is a challenging problem, because it involves estimation in the infinite-
dimensional parameter space of unknown conditional distributions of θ | ξ, yet
it is of a type that arises in practice — some observations are missing, with the
stochastic mechanism generating the missing cases uncertain.

What kind of prior probability measure over q would make sense here, for a
Bayesian statistician reporting to an audience who are interested in ψ but uncertain
of its value? It perhaps goes without saying, that we can immediately rule out
priors that imply E[θ] is known with certainty, or even with great precision. If we
are interested in estimating ψ and uncertain about it, we can’t have a prior that
implies we know it a priori. (This point may seem pedantic, but as we will see
below, it is relevant to Wasserman’s discussion of the problem.)

II. INDEPENDENCE

It would be convenient analytically to postulate that θ and ξ are independent, i.e.
that q(θ | ξ) does not depend on ξ. If that were true, we could focus attention on the
Ri = 1 cases and treat them as an ordinary i.i.d. sample with P[Yi = 1] = θi. The
selection mechanism (the ξi’s) would be irrelevant to inference. A simple Bayesian
setup for this case would postulate that θ ∼ Beta(ψν, (1 − ψ)ν), where ν > 0
is a constant that determines how tightly we expect observed θ values to cluster
around their mean, ψ. We would have to provide a prior for ψ also, which might
well be taken as uniform on [0, 1]. This would lead to a Beta(n + 1, m + 1) posterior
distribution on ψ, where n is the number of observed Yi = 1 cases and m is the
number of observed Yi = 0 cases. The posterior mean of ψ would therefore be
ψ̃ = (n + 1)/(n + m + 2). For very small numbers of observed Y’s, this is close to
the prior mean of .5, but for large n and m it is close to n/(n + m), an intuitively
simple and appealing estimator for this independence case.

The posterior distribution is not only nicely behaved here, it is a certain sense
robust. We know that in this i.i.d. case the sample mean of the Yi’s, which is



WASSERMAN EXAMPLE 3

negligibly different from ψ̃ in large samples, has a Gaussian asymptotic distribu-
tion with variance consistently estimated by 1/N times the sample variance. If
we were to take a “Bayesian limited information” approach (Kwan, 1998) and con-
struct an approximate posterior based just on this frequentist asymptotic theory,
we would get exactly the same limiting distribution that emerges from using the
exact Bayesian small-sample theory underlying ψ̃. In other words, we know that
any other model that leads to focusing attention on sample mean and variance of
the observed points will lead to about the same inferences in large samples.

III. DEPENDENCE: DIRECT APPROACH

However, all we have done here is to observe that under independence we can
easily “integrate out” the θi’s, so the problem becomes finite-dimensional. The
reason for introducing ξ in the first place has to be that we are concerned that it
might not be independent of θ. That is, we must think it possible that observations
with particular values of θ may be more or less likely to be selected into the sample.
If, for example, high θ’s tend to correspond to high ξ’s, we will be observing Y’s
for cases with unrepresentatively high values of θ and ψ̃ will be biased upward.

If we want to avoid such bias, and at the same time generate reliable statements
about the uncertainty of our estimates, there is no choice (whether one takes a
frequentist or a Bayesian approach) but to model the joint behavior of θ and ξ.
The unknown parameter here is q(θ | ξ), the conditional pdf of θ. As in the inde-
pendence version of the problem, mistakes on the form of q as a function of θ for
given ξ probably don’t matter much, so long as we have parameters for location
and scale. The crucial thing is to model flexibly the dependence of q on ξ. Here,
as often in infinite-dimensional problems, a natural and convenient approach is
a “sieve”. That is, we think up a countable sequence of finite-parameter models,
indexed by k, in such a way that all the shapes for q as a function of θ that we
think likely are well approximated by some element of the k’th parameter space,
if k is large enough. A Bayesian sieve puts probability over the k’s as well as over
the parameters within each space. Such a setup leads generally to, in a given sam-
ple, putting nearly all probability on a small number of k values (often just one),
yet provides a systematic rule for increasing the size of the parameter space as
evidence of more complex behavior accumulates. There are many ways to set up
reasonable sieves in this case. A straightforward approach might be to partition
[0, 1] into k intervals I`, ` = 1, . . . , k, and postulate that there is a fixed q` that holds
for all ξ ∈ I`. If we use the same exchangeable-Beta form within each I` that we
used above for the independence case, but of course with mean ψ` varying with `,
we get k replicas of the independence case problem. This will, at the expense of a
bit more work, insulate us against bias from dependence between ξ and θ.
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Of course this sieve approach puts prior probability one on step-function forms
for q as a function of ξ. Even though these forms approximate a very wide class of
functions well, they are not in themselves a large fraction of the space of all possi-
ble forms for q as a function of ξ. This is a problem for any (Bayesian or frequentist)
approach to inference on an infinite-dimensional topological vector space, unfor-
tunately. There is no way to make reliable probability statements about estimates
in such a space without concentrating attention on a subset of the space that is
small, in the same sense that a countable union of finite-dimensional spaces is a
small subset of, say, the space of square-summable sequences. (See Sims (1971) for
further discussion of this point.) We can hope that estimators are consistent on the
whole space, and the subset on which statements about uncertainty concerning a
finite-dimensional parameter of interest behave well may be much larger than the
support of the prior distribution. But generally we can’t proceed in such a way as
to rule out the possibility of repeatedly claiming arbitrarily high certainty about
assertions that aren’t true, if we insist that every parameter value in an infinite-
dimensional topological vector space is a possibility.

IV. LIMITED INFORMATION

Frequentist statistical theory often considers the properties of estimators that
ignore relevant information, but in doing so achieve simplicity, in the sense that
the estimators are easy to compute or some of their properties are easy to de-
rive. This is not a bad idea, and Bayesian statisticians ought to do it more of-
ten. The Horwitz-Thompson estimator that Wasserman suggests is such a simple,
information-wasting approach. It ignores the difference between observations in
which Y is unobserved and observations in which Y is observed to be zero, pro-
ceeding as if all we observed were 0’s when either Yi = 0 or Ri = 0 and Zi = Yi/ξi
when Ri = Yi = 1. The Horwitz-Thompson estimator simply estimates ψ as
ˆ̂ψ = ∑ Zi/N, where N is the full sample, including all the zero values for Zi.

Supposing the Zi’s were all we could see, what would be a Bayesian approach?
We would have i.i.d. draws of Zi, which has discrete probability at 0 and an

unknown distribution over (1, ∞) conditional on being non-zero. The probability
of a non-zero observation is α > 0. A parametric model likely to be conservative
(because it maximizes entropy subject to the a known mean) would postulate an
exponential distribution for Z− 1 with rate parameter µ. The likelihood is then

αn(1− α)mµne−µ ∑Zi>0(Zi−1) , (2)

where n is the number of non-zero observations and m the number of zero observa-
tions on Z. Note that 1 > E[Z] = α(µ + 1)/µ, which in turn implies µ > α/(1− α).
One class of conjugate prior is, for γ > 0, proportional to γe−µγ over the region
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where 0 < α < µ/(µ + 1). Note that because of the bound on the range of α for
given µ, this prior, though “flat” in α conditional on µ, has a marginal pdf propor-
tional to exp(−γα/(1− α)), which declines sharply as α → 1.

If we ignored the inequality constraint on (α, µ), we can compute analytically
the posterior mean of θ = E[Zi] = α · (µ−1 + 1). With the exponential prior on
µ, the posterior makes α and µ independent. The α posterior is Beta(n, m), while
µ is Gamma(n + 1, (n + m)(Z̄− n/(n + m) + γ/(n + m))), where Z̄ is the sample
mean of the Zi’s, averaging over all Z’s, zero and non-zero. Since the expectation
of the inverse of a Gamma(p, a) variable is a/(p − 1), the posterior mean of θ is
then

ψ̂ =
n

n + m

(
(n + m)(Z̄− n/(n + m) + γ/(n + m))

n
+ 1

)
= Z̄ +

γ

n + m
.

This is very close, for large n and m, to simply using the sample mean of Z as the
estimate of θ.

However, it is not a good idea to ignore the inequality constraint. If one does
so, the estimator can emerge as greater than one, indeed is quite likely to do so if
θ’s distribution concentrates near its upper limit of 1. It doesn’t seem that there
is an easy analytic formula for the posterior mean that accounts for the inequality
constraint, but the problem reduces to a simple one-dimensional numerical inte-
gration.

As a simple example consider the case where the mean of a sample of 100 draws
of Zi is .8. In Figure 1 we show the posterior pdf’s and ψ̂ for the cases where the
number of non-zero draws is 3, 10, 50 and 70. These pdf’s were estimated from
4000 Monte Carlo draws from each posterior distribution. Draws were made from
the posterior ignoring the inequality constraint (which makes α and µ independent
Beta and Gamma variates, respectively) and those violating it were discarded. It is
clear that, as makes intuitive sense, a sample with 70 nonzero Zi draws averaging
8/7 (and hence clustered close to the Zi > 1 lower bound for nonzero draws) gives
much more reliable inference about ψ than a sample with the same sample mean
for Z, but with only three nonzero values, averaging about 27.

Of course the Horwitz-Thompson estimator is ˆ̂ψ = .8 for all of these samples.
Wasserman points out that there is a uniform upper bound on the variance of ˆ̂ψ,
if we know an a priori certain positive lower bound on ξ, say ξ > δ > 0. The
bound is 1/(Nδ)− 1/N if δ < .5 and 1/(4Nδ2) if δ > .51 Because these are uni-
form across the parameter space, they can be used to construct (very) conservative

1Wasserman suggests the weaker lower bound 1/(Nδ2), which avoids using separate formulas
for the two ranges.
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FIGURE 1. Posterior densities for ψ with ˆ̂ψ = .8, various numbers of
non-zero Z

interval estimates. In a sample this size, any value of δ less than about 1
6 produces

conservative interval estimates of this type that include the entire (0, 1) interval.

V. WASSERMAN’S CONCLUSIONS ABOUT BAYESIAN METHODS IN THIS EXAMPLE

Wasserman argues that Bayesian posterior distributions for this problem must
be nearly identical to priors. He also argues that Bayesian estimators for ψ must
ignore observations on ξ, because the likelihood factors into a function of ξi’s and
a function of θi’s. He also says there is no way to derive the Horwitz-Thompson
estimator from a Bayesian perspective. Since we have just finished showing that a
direct Bayesian approach will involve complicated use of observed ξ values, that
there are several Bayesian estimators that make the posterior quite responsive to
the data, and that the Horwitz-Thompson estimator is very closely approximated
by, indeed is a limiting case of, a limited-information Bayesian approach to this
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problem, Wasserman’s claims may be puzzling — at least to a reader who has read
this note before he reads Wasserman.

The claim that Bayesian approaches must make the posterior insensitive to the
data arises from Wasserman’s having implicitly assumed a prior drawn from a
class that makes ψ known a priori with near certainty — recall that we began by
noting that this was obviously a bad idea. However it is not quite so obviously a
bad idea in the specific setup that Wasserman uses. Probably to avoid in a textbook
having to talk about “parameters” that are functions on the real line, Wasserman
supposes that ξ and θ are random variables defined on a large, but finite and dis-
crete, probability space, whose points are indexed by the integers ω = 1, . . . , B,
with all points ω having measure 1/B. He suggests thinking of B as much larger
than sample size N. As a practical matter, if, say, B = 100, 000 and N = 1000, there
is little difference between a sample {θi} drawn as N i.i.d. draws from f (ψ, ν) and
a sample drawn in two stages — first by drawing B values of θ from f (ψ, ν), then
drawing N values by sampling with replacement from the initially drawn B values
of θ. If ψ is the expectation of a random variable with the f pdf, the posterior on ψ

after N observations will differ slightly from the posterior on (1/B) ∑B
1 θ(ω). The

Bayesian methods discussed above can be extended straightforwardly to produce
estimators of both these concepts.

But when Wasserman writes the likelihood in terms of θ(ω), ω = 1, . . . , B as “pa-
rameters”, he notes that most of these parameters don’t appear in the likelihood
function and that the likelihood factors into one piece involving these parameters
and another piece involving the ξ(ω)’s. He then concludes that Bayesian meth-
ods must have posterior means equal to prior means for most of the θ(ω) values,
since most of them will correspond to ω’s that have not been observed. But, as
should be clear by now, this is just a mistake. Priors don’t have to preserve in-
dependence of parameters that would be independent if we used the likelihood
directly as posterior (i.e. used a “flat” prior). It makes no sense in this problem
to assume prior beliefs about θ independent across ω values, as this would imply
that we knew ψ with extremely high precision a priori. It also makes no sense to
assume independence in the prior of ξ and θ, as that would imply that we knew
selection was independent of the parameter of interest, and hence that we could
ignore it in conducting inference.

So one might say that this note’s analysis has turned Wasserman’s conclusions
completely on their ear. But this is not quite true. Wasserman is an excellent statis-
tician who understands and teaches Bayesian methods. The structure of this tricky
little problem led him to postulate a prior that, without his apparently realizing it,
was unreasonably dogmatic along two dimensions important to the data analysis
(independence of θ(ω) across ω and independence between ξ and θ). This is not an
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uncommon occurrence, especially in high-dimensional or nonlinear models. The
standard, easily handled forms for priors when extended to these situations often
have non-obvious, surprisingly and unintentionally sharp implications.

This is not a particular defect of Bayesian methods, much less of likelihood-
based methods in general. It is a pitfall of inference in high-dimensional or non-
linear setups. Good procedures, no matter how derived, are nearly always justifi-
able as Bayesian under some prior or as limits of Bayesian procedures (though the
derivation may in some cases involve a limited-information Bayesian approach).
Sometimes apparently reasonable methods derived by non-Bayesian methods turn
out to be unexpectedly quirky, because there are types of samples or points in the
parameter space where they show surprising misbehavior. 2

So Wasserman’s example is a good lesson in the need for careful thinking about
inference in large parameter spaces. Wasserman is definitely mistaken, though, in
claiming that Bayesian methods, as “slaves to the likelihood”, are led astray here
for that reason. Proper use of the likelihood forces one to focus on all available
sources of information and use it efficiently. Sometimes that can be more work
than one would like. In that case, a deliberately inefficient, but still likelihood-
based, limited information approach may be worth considering. But likelihood is
still in such a case a reliable guide; here it led us to an easily computed estimator
that, unlike the Horwitz-Thompson estimator, is admissible under the postulated
information constraints and is accompanied by useful characterizations of uncer-
tainty about our estimates.

VI. POSTSCRIPT 1: DISCRETENESS

It may not be clear to everyone that dropping Wasserman’s assumption of a
discrete joint distribution for ξ, θ is inessential, so here we discuss what difference
the discrete distribution makes.

We suppose {ξ(j)} and {θ(j)} are each sequences of real numbers indexed by
j = 1, . . . , B. The ξ sequence is known, the θ sequence is not known. The observed
sample, indexed by i = 1, . . . , N, is generated by drawing Xi from a uniform dis-
tribution over the integers from 1 to B, then applying the same generating mech-
anism as above to produce draws of Ri, Yi conditional on ξ(Xi), θ(Xi). So here the
underlying probability space is the integers from 1, ..., B, with a uniform proba-
bility measure over its discrete points. As functions on this space, ξ(j) and θ(j)
define random variables. It should be clear that, with B >> N, any continuous
joint distribution for ξ and θ, like those we used in the first parts of this note, can

2The unbiased, consistent, Horwitz-Thompson estimator turns out to be inadmissible because
it will occasionally produce ˆ̂ψ > 1, and even do so with probability near .5 at some points in the
parameter space.
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be approximated arbitrarily well, so that results for this discrete setup are going to
be negligibly different from those for the continuous space. Perhaps one difference
worth noting is that since the problem is now discrete, the paradoxes and difficul-
ties of putting priors on infinite-dimensional spaces are no longer present. So long
as one uses a prior that uses an everywhere positive joint density for the ξ, θ vector,
every Bayesian approach, no matter what the prior, is consistent except on a set of
parameter values of Lebesgue measure zero. This is small comfort, though, since
for N << B the behavior of the continuous-case setup discussed above is a clearer
guide to properties of estimators.

Here is a discrete version of the discussion in section II above. Since the ξ(j)’s
are known, and assumed to have been generated by a process independent of θ,
we condition on them. We use the same prior as in section II for the θ(j)’s. The
joint pdf of the observed data and the unobserved θ(j)’s is then proportional to

B

∏
j=1

θ(j)νψ−1(1− θ(j))ν(1−ψ)−1 ·
N

∏
i=1

ξ(Xi)Ri(1− ξ(Xj))1−Ri
(
(θ(Xj)Yi(1− θ(Xi))1−Yi

)Ri .

If we are interested only forming posterior beliefs about ψ, and if N is small enough
so that no Xi values have occurred more than once, nothing has changed from the
continuous formulation. When we integrate out θ(j)’s for which there are no obser-
vations, we get 1; integrating out the remaining θ(j)’s, leaves us with a Beta(n, m)
posterior on ψ, where n and m are the numbers of 1’s and 0’s, respectively, for the
Ri = 1 cases. Thus as before our estimate of ψ is n/(n + m). Once we start to
see multiple draws of the same value for Xi, though, the posterior for ψ gets more
complicated and has a non-standard form. It is not hard to see that the posterior
mean will not estimate ψ consistently. But this is as should be expected — we only
have a finite number of draws, B, from the distribution for which ψ is the mean,
no matter how big N gets. Still, at every sample size the posterior mean for ψ will
be something between zero and 1. The posterior mean of θ(j) conditional on ψ is
easily seen to have the form of a Beta(νψ + nj, ν + nj + mj), where nj and mj are the
number of observed ones and zeros for Xi = j cases. This obviously converges to
θ(j), regardless of the behavior of the posterior mean for ψ, and hence the posterior
mean for (1/B) ∑j θ(j) is consistent as N → ∞.

But there is no substantive difference between this setup and the one in section II,
so long as we expect to be dealing with a sample where N << B. The fact that the
posterior mean is consistent even if the prior assumption of independence between
ξ and θ is wrong doesn’t really affect the behavior of the estimator until the sample
size gets to be at least the order of magnitude of B. Nonetheless, if the θ sequence
really does lie in the high-probability region under an assumption of independence
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of ξ(j) from θ(j), this estimator will be much better than the Horwitz-Thompson
estimator.

It should be clear now that we could go through this same sort of exercise and
adapt the discussion in section III of the direct approach to this discrete setup.
There would again be no important difference when N << B, we would again
find estimates of ψ inconsistent, and we would again conclude that consistency of
the posterior mean for (1/B) ∑ θ(j) as N → ∞ is robust against the truth or falsity
of the independence assumption.

For the limited information discussion in section IV, things are a bit simpler.
The setup we used there postulates an exponential distribution of Zi | {Zi > 1},
whereas with the discrete probability space for (ξ, θ), Z has a discrete distribu-
tion also, over an unknown (on the limited information assumption) set of mass
points. The properties of the estimators themselves are not very sensitive to mis-
takes in choice of the distribution for Z | {Z > 1}, though, so long as the true dis-
tribution has finite first and second moments. Since our proposed limited infor-
mation Bayesian estimator converges to the Horwitz-Thompson estimator as N
gets large, even if N << B, it obviously shares any good asymptotic properties of
that estimator, while remaining, unlike the Horwitz-Thompson estimator, limited-
information-admissible.

VII. POSTSCRIPT 2

The example discussed here is example 11.9 in Wasserman’s book. Example
11.10 is supposed to make a similar point about the potential unreliability or un-
usability of Bayesian methods. The 11.10 example appears to me to be more trans-
parently off track, so I don’t discuss it in detail here.

But consider this simple setup (not example 11.10). We observe N random draws
of X from an exponential distribution, whose pdf is proportional to e−bx, with b un-
known. The likelihood here is bN exp(−b ∑ xi), of course, and inference about b is
perfectly standard. But suppose our calculus is rusty and we’re not sure whether b
is the right constant to put in front of e−bx to make it integrate to one. How about
saying the pdf is ae−bx, with both a and b unknown, making the sample likelihood
aN exp(−b ∑ xi)? We can just use MLE or Bayesian methods to estimate both a and
b, right? No. Obviously the “MLE” here for a and b is undefined, and none of the
usual good properties of likelihood apply here. Why? Because likelihood, by defi-
nition, is the pdf of the sample, or a scalar multiple of it, treated as a function of the
parameters. It is essential to all the good properties of likelihood-based procedures
that, for every possible value of the parameters, the likelihood integrates to one, or
at least to the same constant across all parameter values, when we integrate it over
the data.
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Now you are prepared to read and understand example 11.10.
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