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A sequence of examples

• Basu’s elephants

• Importance sampling

• Non-parametric non-linear regression

• Wasserman’s version of the Robins-Ritov example
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Basu’s elephants

• A circus owner needs to estimate the total weight of his ten elephants,
to decide how many train cars he will need to transport them.

• He discusses the problem with his statistician: “I’m thinking of just
weighing Rosie and multiplying by 10”.

• The statistician points out that this would be a biased estimate, and
suggests an unbiased one: pick an elephant at random, weight that one,
and multiply by 10.

• The circus owner points out that he proposed weighing Rosie because
she is easy to handle and trained to the scale, the other elephants would
be much riskier to try to weigh.
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The statistician’s solution

• The statistician sees that this calls for lowering the cost, while preserving
unbiasedness:

• “Choose Rosie with probabiity .99, and if not her choose one of the
remaining 9 with equal probabilities.”

• The circus owner likes this. “I almost surely do exactly what I originally
proposed, weigh Rosie and multiply by 10, with just a slight risk of
incurring heavier cost, and yet now I have a statistically sound, unbiased
estimate!”
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Statistician explains the owner’s error

• “You’re right that with high probability you weigh Rosie, but you multiply
her weight by 1.01, not 10.”

• Owner: “But there are 10 elephants! (pause for thought) “What if I end
up having to weigh a different elephant?

• Statistician: “In that case, you multiply the weight by 900.”
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Statistician explains the owner’s error

• “You’re right that with high probability you weigh Rosie, but you multiply
her weight by 1.01, not 10.”

• Owner: “But there are 10 elephants! (pause for thought) “What if I end
up having to weigh a different elephant?

• Statistician: “In that case, you multiply the weight by 900.”

• Circus owner refuses to pay the consulting fee.
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Morals of the story

• If the only reason you’re randomizing is to allow you to make frequentist
probability statements, you’re only introducing unnecessary variance.

• When, as here, there are many more unknown “parameters” than
observations, priors matter a lot — formally in a Bayesian approach,
more informally and opaquely in a frequentist approach. The statistician
should have recognized that it is very unlikely that the weights of the
elephants differ by a factor of 90, and that his estimator is nonsense once
we recognize that.
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Robinson-Ritov-Wasserman interpretation

• There are 10 unknown parameters. The likelihood function only depends
on one of them. Therefore a Bayesian’s estimate of the total weight
must be almost totally dominated by the prior. The Bayesian will update
prior beliefs about only one of the elephants.

• This is nuts, of course. The point comes up later. less transparently, in
the Wasserman example.
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The circus owner as a Bayesian

His original proposal can be justified as approximately Bayesian. This is
probably obvious, but to be clear:

• He has a joint prior distribution for the elephant weights wi, i = 1, . . . , 10
that puts high probability on the weights being similar across elephants,
but high uncertainty about the level of the weights. For example, his
distribution could be i.i.d. with a location parameter µ. µ has a dispersed
prior distribution, while conditional on µ the distribution is concentrated
near µ.

• Then observing w1, Rosie’s weight, he updates his beliefs about µ, uses
the result to update beliefs about w2, . . . , w10 and thus about

∑
wi.
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• Note that his prior does not make the wi’s independent. They have an
exchangeable joint distribution, making them independent conditional
on a common parameter µ, but dependent through common dependence
on µ.
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Importance sampling

• Most of you probably know what this is: One would like to know E[g(x)]
with x distributed with pdf p(·), i.e.

∫
g(x)p(x)dx.

• This integral is hard to compute. If we could sample from the p
distribution, we could do that and take an average of g(x) across the
sample, but even this is hard, because the p distribution is not in the
library of standard distributions our computer knows how to sample from.

• But if the distribution with density q(·) is easy to sample from, we
can sample averages of g(x)p(x)/q(x), with the x’s drawn from the q
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distribution. The expected value of this quantity is∫
g(x)p(x)

q(x)
q(x) dx =

∫
p(x)g(x) dx .
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Can a Bayesian ever do this with a good conscience?

• Bayesians do this quite frequently, but:

• It introduces randomness.

• It uses inverse probability weighting.

• it doesn’t involve (apparently) priors and posteriors.

• Is this different in principle from the statistician’s proposal for Basu’s
elephants?
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Computational cost: a Bayesian paradigm blind spot

• The formula: prior π(β), plus model p(x | β), calculate posterior

π(β)p(x | β)∫
π(β′)p(x | β′) dβ′

.

• No accounting for the possibility that calculating the denominator could
be hard (or even that in some cases calculating π or p for particular
arguments could be hard).

• If integration is easy and p and π are easily evaluated, it is clearly
much better to just calculate

∫
p(x)g(x) dx rather than introduce

randomization and the weights q().
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Limited information Bayesian inference

• We want to end up being able to make statements like, “Given the data,
the probability that β is in the set S is .95”. (For Bayesians, this is
explicit; for others it is implicit.)

• So when a “non-Bayesian” estimate is proposed, it is helpful where
possible to ask what kind of prior, model, and set of restrictions on
what is observable would justify the estimator as at least approximately
Bayesian.

• This may suggests ways to improve the estimator.

• Also, when the estimator’s good properties (unbiasedness, consistency,
etc.) can only be justified asymptotically, finding assumptions that
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make the estimator exactly or nearly Bayesian gives us an anchor for
assessing whether the asymptotic results are likely to be a good enough
approximation in our sample.
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Limited information Bayes perspective on importance
sampling

• Importance sampling is a technique for computing an integral:

Ep[g(x)] =

∫
p(x)g(x) dx =

∫
p(x)g(x)

q(x)
q(x) dx = Eq

[
p(x)g(x)

q(x)

]
.

• If computation is costless and we know p and g, the best answer is just
to compute the integral in the second termof this chain of equalities.
If integration is costly and generating pseudo-random draws from the
distribution defined by the density p is hard, while generating pseudo-
random numbers from the q distribution is cheap, then it makes sense
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to approximate the last term in the chain by averaging pg/q over many
draws from the q distribution.

• Estimating an expectation from i.i.d. draws with finite variance is a
“regular” case, where asymptotically Bayesian and frequentist inference
are similar (“confidence” and probability are close).

• But the finite variance assumption is questionable in many applications
of importance sampling, and sensible users of the method put some prior
probability on the possibility of normal asymptotic theory failing, even in
large samples, which can be checked formally or informally by looking at
statistics other than the sample mean of the draws.
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Nonparametric nonlinear regression

y(t) = f(xt) + εt

(xt, εt) i.i.d. across t, εt | xt ∼ N(0, σ2)

xt density p(·) has support [0, 1]

f ∈ L2, with expected log likelihood continuous in the norm of that space. .

There are several ways to estimate f : kernel estimation, least squares on
a parametric model using orthogonal polynomials, trigonometric polynomials
or splines.
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A false distinction: “parametric” vs Non-parametric”

• These approaches, as actually used, are all “non-parametric”. No one
tries a third order polynomial, finds that a fourth order term is significant,
and quits because the 3rd order model was “rejected”. Systematically
adjusting the parameterization to sample size and sample information is
“sieve estimation”, which is as free (or not) of parametric assumptions
as kernel estimation.

• They also all have analogues or interpretations as Bayesian estimation
with particular priors.

18



Bayesian non-parametrics

• Kernel estimation is approximately matched by Gaussian process prior
estimation. It is computationally easier than Gaussian process prior
estimation, except for the need for ad hoc adjustments at the boundaries
of x-space and for regions of x-space where observations are sparse.
Gaussian process prior estimation take care automatically of these
otherwise ad hoc adjustments.

• The finite parameter models can be thought of as estimation under a
prior that puts probability weights on models with finite, but arbitrarily
large, numbers of parameters. That is, a prior that puts probability one
on a countable union of finite-dimensional subspaces of L2. This leads
to a posterior distribution over model size, and estimates conditional on
model size, that approximate the behavior of an applied researcher who
adjusts model size to the data.
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So what’s the worry about Bayesian methods in large
parameter spaces?

• These methods are all used in practice, they all have interpretations as
at least approximately Bayesian.

• But each puts probability one an a subset of L2 that the others give
probabililty zero!

• In Rn, any prior that has an everywhere positive probability density
agrees that the sets with zero prior probability are just those with zero
Lebesgue measure.

• Estimates based on priors meeting this requirement “agree in large
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samples”. Priors are dominated by the data in large samples under usual
regularity conditions.

• The situation in our non-parametric regression example, where different
priors that all have full support (every open set in L2 has positive
probability) nonetheless put probability one on disjoint sets, is
representative of what happens in infinite dimensional parameter spaces.
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This is a problem for non-parametric inference in
general, not peculiarly for Bayesian inference

• In an infinite-dimensional locally convex topological vector space (like L2

`p, etc.) compact sets are nowhere dense. (Which is not true in Rn.)

• In any complete, separable metric space, every probability measure puts
probability one on a countable union of compact sets.

• A countable union of nowhere dense sets is “Category I”, or “meager”,
and the complement of such a set is “Category II”, or “residual”. People
think meager sets (like the rational numbers) are small, while residual sets
(irrational numbers) are large. Probability measures on locally convex,
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infinite-dimensional, linear spaces thus always put probability one on a
meager set.

• But frequentist approaches necessarily do the same thing. To get a
distribution theory for kernel estimates, frequentist approaches impose
bounded derivatives, or a Lipchitz condition, or the like, and these
“regularity conditions” restrict the estimator to a meager set, just as
does a prior distribution.
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Is a meager set “small”?

• The rational numbers form a meager set on the real line. The irrational
numbers are a residual set. Seems reasonable to think the irrational
numbers are big, the rationals small.

• Conveniently, Lebesgue measure on a finite interval puts probability zero
on the rationals, probability one on the irrationals.

• But Lebesgue measure on the unit interval, and thus any probability
density on that interval, puts probability one on a complicated meager
set. Is that set “big”, or “small”?
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In non-parametric regression, these paradoxes are not in
practice much of a problem

• It is easy to understand that kernel regression, in a given sample with a
given kernel bandwidth, will perform very badly in the large part of L2

containing functions that oscillate widely at extremely high frequency.

• The other methods suggested above also put very low probability on
such behavior of f and thus are easily understood to be likely to give
poor results when such an f is generating the data.

• Of course there is still room for naive mistakes, like thinking that
without “assumptions”, only unexamined “regularity conditions”, that
an L2 discontinuous function, like maxx∈(0,1)(f(x)) can be estimated
consistently.
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Grouped data

• Suppose we have 100 observations on a variable yij where i indexes
groups and j indexes individuals. Observations in group i have a
common mean µi. We know the population probabilities pi of the
groups.

• If the number of groups is, say, 3, a natural procedure would be to form
group averages ȳi and estimate the population mean of yij as

∑
i piȳi.

• If we wanted to be pedantic, we could make this approximately formal
Bayes by putting independent N(0, σ2) priors on the µi, with σ2 large.
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Many groups

• But now suppose that instead of 3 groups, we have around 1000, perhaps
generated by a set of 10 binary individual characteristics and all their
interactions.

• If we naively extend the 3-group Bayesian setup to this case, where most
groups have few or no representatives in the data, we run into puzzles.

• We will have observations in only a small fraction of the groups. If our
prior makes the group means independent, our posterior distribution over
the means for the unobserved groups is equal to our prior mean.

• Since most of the groups are unrepresented, our posterior mean for the
population expected value is almost equal to our prior mean.
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• Note also that a σ2 that we thought gave us a fairly loose, or flat, prior
on the µi’s in the 3-group case, implies now a prior variance for the
overall mean, which is the mean of the µi’s, that is σ2/1000. In other
words, our original casual 3-group prior, extended to the 1000-group
case, implies rather precise knowledge, before seeing any data, of the
thing we are trying to estimate.
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How to fix it

• If we are estimating the overall mean, it is a mistake to set up a prior
that implies we know its value precisely before we see the data.

• We can instead do what the circus owner implicitly did: work with a prior
that is exchangeable, not independent, across groups, with the means µi

themselves normally distributed as, say, N(µ̄, ν2)

• If we choose ν2 large, the posterior mean for the population expectation
of yij will be close to the sample mean for the observed data.
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Moral of the story

• This is an example of how high-dimensional priors built up from low-
dimensional components can unintentionally imply dogmatic beliefs about
some functions on the parameter space.

• Whether you take a Bayesian or frequentist approach, it is inevitable that
inference in high-dimensional parameter spaces involves “dogmatically”
ruling out much (if residual sets are “big”) of the parameter space.

• The best we can do is be aware of this problem and try to ensure that we
haven’t assumed away the inference problem or, at the opposite extreme,
invoked assumptions that imply inference is impossible.
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Wasserman’s examples

• Wasserman in his book All of Statistics (I’m referring to the 2005 second
printing) gives two examples, 11.9 and 11.10, that purport to show how
inference based on the likelihood can go astray, and thus how Bayesian
inference can go astray.

• 11.10 is simpler, does not involve high-dimensional spaces, and is pretty
easily seen to be just a mistake. 11.9 is a version of the Robins-Ritov
example and is more subtly mistaken.
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11.10

• Xi is i.i.d with density f(). We know f(x) = c(g(x)), where g is a
known function and c is unknown.

• Wasserman claims we can write the likelihood for a sample of Xi’s as
cn
∏n

i=1 g(Xi).

• If he’s right, this implies that the posterior on c does not depend on the
data at all and the likelihood is just proportional to cn.

• He’s not right. A model is a set of conditional distributions for the
observables given a parameter. If we are working with densities, a model
has the form p(X, θ). Because for each θ p(x, θ) is a pdf, it must
integrate to 1 in x for each possible value of the parameter.
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• In Wasserman’s example, cg(x) integrates to one in x for only one value
of c, not for every value of c. It is not a model, so cn

∏
i g(xi) is not a

likelihood.

• Of course there are random variables that we can observe and that
provide information about c. If we pick any h(x) that we can easily
evaluate and that we know integrates to one, then

Ef

[
h(Xi)

g(Xi)

]
=

∫
h(x)f(x)

g(x)
= c .

• As we discussed above with importance sampling, using this (the Modfied
Harmonic Mean) to estimate c is interpretable as limited information
Bayes.
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11.9
I’ve discussed this example, and variations on it, in several other places:

a round of online posts by me vs. Robins and Wasserman (only my side at
this url),Sims (2011), and slides for a talk on weighted data.

The slight new element here is the attempt to trace the confusion
over this setup to the frequentist insistence on “parameters” being “non-
random”, and thus very different from “latent random variables”. Here’s
the setup:

The first part of the probability space is the set S =
{integers from 1 to B}, where B is a very large number, endowed with
the uniform probability distribution. There are three functions on S, θ, ι
and ξ, where ι(j) = j. This means of course that all three of ξ, ι and θ
are random variables. We know the value of ξ and ι at every point in the
probability space, which implies that we know their 2-dimensional marginal
distribution. We do not know the values of θ.
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Sampling

Our sample is a sequence of i.i.d. draws from S, for each of which
we observe ξ and two other random variables, R and Y , that extend
the probability space because their values are random conditional on the
observed point in S.

We will write f(j) for the value of a random variable f at the point j in
S and fi for the value of the random variable f in the i’th observation. At
some places it is even useful to write, say, ξ(ιi), which is equivalent to ξi.

Ri = 1 with probability ξi and otherwise is zero. Yi is 1 with probability
θi, otherwise zero. However if Ri = 0, we do not see Yi; instead we see
only that for this observation, Ri = 0.

We are interested in learning ψ = 1
B

∑B
j=1 θj.
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Two equivalent (for a Bayesian) ways of setting up the
likelihood

• Are we going to treat {θi, i = 1, . . . , B} as an “unobserved latent random
variable” (like a group effect in a random effects grouped data model),
or as a “nuisance parameter”, that is a long vector of “parameters” that
are not “random”.

• Bayesian inference makes no formal distinction between parameters and
other unobserved elements of the model: they are all random variables.

• But frequentist inference insists that random variables and (non-random)
parameters are different things.
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θ as a latent random variable

In this way of thinking about the problem, the fact that we observe the
index j of the point in the sample space {1, . . . , B} is unimportant. It is
just a way of saying that ξi = ξ(ιi) is an observed random variable. Then
the joint pdf for the observed sample of random variables Yi, Ri, conditional
on {ξi, i = 1 . . . , n}, is

n∏
i=1

∫
φ(θi | ξi, γ) θYiRi

i (1− θi)(1−Yi)Ri dθi .

Here φ is the unknown density of θi conditional on ξi and an unknown
vector γ of parameters that determine the conditional distribution. At this
point the only unknown parameter left in the model is γ, and for Bayesian
inference we need to assert a prior over γ. The posterior is then the
expression above multiplied by the prior density h(γ) of γ.
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Might ξ drop out of the model completely?

• This is a model of selection bias.

• It is possible that, though Y is observed with different probabilities in
different sample draws, the selection probability ξi is independent of θi.
In that case ξi would not appear as an argument of φ and likelihood-based
inference on θ and γ would not use the ξ observations.

• This is intuitively reasonable. The efficient way to estimate the mean
of the θ’s is likely to be to take the unweighted sample average of the
observed Yi’s if there is no selection bias.

• Only the observed θ(j) values, a small fraction of the total, appear in
the likelihood. However γ determines the distribution of all the θ(j)’s, so
the posterior on the mean of all B θ’s will depend on the observations.
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Technical aside

Note that since the probability space is discrete, all the densities above
have to be thought of as relative to counting measure on S and the integrals
thought of as Lebesgue integrals relative to that measure. In practice, it
would probably be easiest to think of the elements of S as random draws
from a super-population with a continuous density relative to Lebesgue
measure. The object of interest could then be shifted to E[θ] in this
continuous model or, if the expectation over S itself were impotant, doing
the extra work to account for the slight difference between the average over
this huge discrete space and the underlying superpopulation.
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Treating θ(j), j = 1, . . . , B, as “parameters”

• For a Bayesian, anything unknown has a distribution, which we can
update based on observations.

• There is thus no logical distinction between parameters and unobserved
latent random variables.

• For a frequentist, calling {θj} parameters, and thereby making them
“non-random”, completely changes the model.

• This affects the definition of the likelihood, since the likelihood is the
pdf for the observable random variables conditional on the parameters.
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Likelihood when {θj} are treated as parameters

We here follow Wasserman in treating ι as well as ξ, Y and R as
observable. The pdf of all the observed data, conditional on the parameters
{ξ(j), θ(j), j = 1, . . . , B} is

n∏
i=1

1

B
ξ(ιi)

Ri (1− ξ(ιi))1−Ri θ(ιi)
YiRi (1− θ(ιi))(1−Yi)Ri .

Since there are many more unknown parameters than observations,
maximum likelihood, maximizing this expression over all the θ’s, would
make no sense.

41



Again, the need for modeling dependence of θ on ξ

Bayesian inference requires specifying a distribution over everything
unknown, and we call distributions over objects labeled “parameters”,
“priors”.

Since ξ is observable, we can condition on it, leaving only the conditional
distribution of {θ(ιi)} | {ξi, ιi}. We assume that the index of the point in
S is uninformative, so this conditional density will not depend on ι. We
also assume that we see no prior dependence across i in the values of θ,
except for that generated by possible dependence across i in ξi and for the
dependence of the distribution of θ on some unknown (possibly infinitely
long) parameter vector γ. Finally we assume that θ(j)’s distribution depends
only on ξ(j), not on values of ξ(k) for k 6= j.
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Form of the prior

The conditional density we need then has the form

h(γ)

n∏
i=1

φ
(
θ(ιi) | ξ(ιi), γ

)
,

where h is a prior density on γ. Putting this “prior” density function in
front of the likelihood, treating the θ(j) values as “parameters”, gives us
an expression that, as a function of {θi} and γ, is the same as in the latent
variable version of the model. To arrive at a posterior for the population
average of the θ(j)’s, we would need to find E[θ | ξ, γ] and use the posterior
distribution on γ from our sample, together with the known distribution of
ξ, to evaluate the posterior expectation.
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11.9 continued

• Modeling and estimating φ(θ | ξ) is non-trivial. Though Wasserman
insists on unreasonable restrictions on the prior (or, in the latent
variable formulation, unreasonable restrictions on the model) and thus
mistakenly implies that Bayesian inference ignores the observations
{ξi, i = 1, . . . , n}, he is right in arguing that in this type of example,
likelihood based inference leads to complexity, while the Horvitz-
Thompson estimator is unbiased, consistent, and simple.

• Likelihood-based inference here, as usually, is more efficient, in many
cases vastly more efficient, than Horvitz-Thompson.
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Horvitz-Thompson as limited-information Bayesian

• In the example we observe ξi, Yi, Ri, but Horvitz-Thompson uses only
Zi = YiRi/ξi. That is, it ignores some information.

• What about a limited-information Bayes approach that treats this same
reduced information as the data? Here, we know that Zi is positive, it is
never in (0,1), its expected value ψ is in (0,1), and it has a probability
mass at zero. Maximizing the entropy of the distribution of Zi, subject to
the constraints that E[Zi] = ψ P [Zi ≥ 1] = α, and P [Zi = 0] = 1− α,
leads to a model with a density proportional to an exponential for values
above 1, plus a lump of probability at zero.

• Posterior means based on this model are very close to Horvitz-Thompson
in large samples.
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• Horvitz-Thompson can produce estimates of ψ that exceed 1. Truncating
the estimate when this happens destroys its unbiasedness property. The
limited information Bayes estimator suggested here does not have this
defect.

• This estimator is discussed in more detail in Sims (2011) and in the last
of my posts in the discussion with Robins and Wasserman.
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